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This white paper provides a rationale for a set of functional additions to the 2.0 revision 
of the OpenGL graphics system specification. This white paper limits itself to non-
programmable functionality.  While quite important, programmable low-level assembly 
and shading language functionality is beyond the scope of this white paper. The 
functionality is listed in alphabetical order rather than by any subjective measure of their 
relative merit. 

ARB_point_sprite 
The ARB_point_sprite extension provides a means to render point primitives that 
include the assignment of varying texture coordinates over the point’s rasterized pixels. 
This functionality has proven useful for particle systems, particularly in 3D games, and 
point-based rendering (splatting).  Without the point sprite functionality, core OpenGL 
only provides a single uniform texture coordinate for all the fragments of a rasterized 
point. This makes it impossible to apply texture images to points. Instead, developers 
must simulate textured point sprites with textured quads that require 4 times the vertex 
transfer and transformation effort compared to point sprites. 
 
The point sprite functional is uncontroversial except the origin of the 2D s and t 
coordinates assigned to the point. The ARB_point_sprite extension provides an upper-
left origin, consistent with Direct3D’s point sprite functionality rather than a lower-left 
origin consistent with most other OpenGL coordinate systems. 
 
ARB_point_sprite’s coordinate system convention has not proven an issue for OpenGL 
developers using the existing ARB_point_sprite functionality, but is inconsistent with 
other OpenGL lower-left origin conventions. 
 
For OpenGL 2.0, the origin discrepancy could be addressed by the addition of a global 
two-valued state variable (GL_LOWER_LEFT or GL_UPPER_LEFT) where the default 
(GL_UPPER_LEFT) would be made consistent with the existing ARB_point_sprite 
convention. Suggested usage: 
 
  glPointParameteri(GL_POINT_SPRITE_COORD_ORIGIN, originConvention); 
 
This is consistent with Intel’s proposal. 
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ARB_texture_non_power_of_two 
The ARB_texture_non_power_of_two extension relaxes the power-of-two requirements 
for the sizes (width, height, and depth) of 1D, 2D, 3D, and cube map textures. 
Conventional texturing functionality such as mipmap filtering, the various wrap modes, 
normalized texture coordinate system ranges, compression, etc. “just works” with non-
power-of-two textures. 
 
This functionality allows developers to store textures in less space than would otherwise 
be required if a texture’s base image was “rounded up” to the next power-of-two 
dimensions (say making a 640x480 texture into a 1024x512 texture).  Developers can 
thereby reduce their texture storage requirements without large changes in texture image 
resolutions. Non-power-of-two textures are also important for imaging applications 
where resampling texture data is undesirable. Volume rendering is a key application 
domain that benefits from non-power-of-two textures because 3D volume data sets 1) do 
not have to be subjected to resampling, and 2) 3D volumes take up an unmanageable 
amount of space if rounded up to the next power-of-two dimensions. 
 
The ARB_texture_non_power_of_two extension uses a “round down” convention for 
mipmap levels.  So a 13x11 mipmap level is followed by a 6x5 mipmap level. This is 
consistent with DirectX’s convention (but adopting ARB_texture_non_power_of_two 
does not preclude other conventions in future extensions).  
 
While older hardware does not support non-power-of-two textures, future GPU designs 
certainly will. DirectX already provides for non-power-of-two textures and the hardware 
for non-power-of-two textures is sure to be common in the next year and ubiquitous by 
the following year. Making non-power-of-two textures part of the core of OpenGL will 
expedite this important hardware transition. 

ARB_texture_rectangle 
While not an approved extension, this specification is an update of the 
NV_texture_rectangle and EXT_texture_rectangle extension specification (shipping 
with current OpenGL implementations) to conform to the OpenGL 1.5 language. 
 
Though sometimes (inappropriately) thought of as a limited form of non-power-of-two 
texturing, the texture rectangle functionality is designed to be a texture image analogue to 
the pixel rectangle primitive (generated by glDrawPixels and glCopyPixels) and the 
framebuffer. The texture rectangle matches the fundamental structure of the framebuffer 
and pixel rectangles: 1) multi-component data is stored on a 2D grid of arbitrary (non-
power-of-two) size, 2) addressing is by coordinates over a [0..width]x[0..height] range, 
and 3) lack mipmaps.  Framebuffer data can be copied into a texture rectangle, be 
retained, and later resampled as a texture. Likewise, glDrawPixels image data can be 
retained and later resampled via a texture rectangle. 
 
The texture rectangle target supports only the zero mipmap level and provides no support 
for mipmap filtering. The repeat and mirror wrap modes are also not allowed. Most 
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importantly, the texture coordinate range is a [0..width]x[0..height] range rather than the 
normalized [0..1]x[0..1] range for conventional 2D textures. 
 
The texture rectangle has proven apropos and efficient in several increasingly important 
but unconventional OpenGL usage domains: 1) compositing window system support (e.g. 
Apple’s OS X window system), 2) scientific data processing where the texture 
rectangle’s [0..width]x[0..height] texture coordinate range maps well to array processing 
problems, and 3) image and video processing where image data must be loaded 
efficiently, lacks mipmaps, commonly of non-power-of-two size, and addressed with 
conventionally addressed with integer coordinates. 
 
Texture rectangles end up being more natural and more efficient than using conventional 
textures, even if non-power-of-two. The integer addressing is more natural for scientific 
computation and image processing tasks.  Scaling texture coordinates by 1/17 and 1/13 
when accessing a 17x13 texture is undesirable because of the additional multiply but also 
because 1/17 and 1/13 are not exactly representable values in floating-point while 17 and 
13 are exactly representable. Additionally, to avoid sampling razor edges when nearest 
filtering an additional half-texel bias may be required if integer coordinates are to be 
downscaled to a normalized range. Applying these scale & bias operations are both 
unnatural and non-obvious to developers, require additional math operations unnecessary 
with texture rectangle, and mean shaders must “know” the size of images which is 
otherwise unnecessary with the texture rectangle functionality. Moreover, texture 
rectangles offer efficiency within the OpenGL driver too because functional limitations 
such as no mipmaps means mipmap consistency checks can be skipped. Additionally, 
because texture rectangles never have mipmaps, they can be arranged more intelligently 
in texture memory. 
 
Supporting ARB_texture_rectangle in hardware is straightforward and actually 
simplifies the texture coordinate addressing used for conventional textures (as long as no 
mipmaps or mirror/wrap modes are supported). Section 3.8.8 of the OpenGL 1.5 
specification provides formulas for mapping s, t, and r into integer coordinates u, v, and 
w for texture sampling. These formulas are u(x,y)=2n s(x,y), v(x,y)=2m s(x,y), and 
w(x,y)=2l s(x,y) where n, m, and l are log2 of the width, height, and depth of the given 
texture image. The texture rectangle functionality skips the effective multiply by the 
texture image’s size dimensions in the above equations. Texture coordinates are simply 
directly mapped to texel locations. This simplicity is why hardware from 3 years ago can 
support the texture rectangle functionality. This simplicity is predicated on the lack of 
support for mipmap addressing. 
 
Work is on-going to specify how the OpenGL Shading Language (GLSL) should access 
texture rectangle targets.  GLSL already reserved the sampler2DRect keyword. And low-
level fragment program extensions have provide the RECT texture target. 

ATI_texture_float and WGL_ATI_pixel_format_float 
The WGL_ATI_pixel_format_float and ATI_texture_float extensions add support 
for single-precision and half-precision floating-point frame buffer and texture formats. 
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Programmable shading now operates in floating-point values (rather than fixed-point 
values in earlier hardware) so it is crucial to provide floating-point texture formats.  The 
floating-point frame buffer format allows full-precision values to be written into the 
frame buffer for use in subsequent passes, for applications like high dynamic range 
rendering and deferred shading.  The floating-point texture formats allow applications to 
pass large data sets to programmable shaders, and use the contents of floating-point frame 
buffers via render texture. 
 
Two additional capabilities should be added: 
 
To facilitate the efficient loading of half-precision (fp16) textures, a half-precision data 
type for image loading (from the NV_half_float extension) should be added. 
 
The cases where [0,1] clamps in the existing non-programmable OpenGL pipeline are 
relaxed should be clearly documented.  Clamping support should be provided where the 
new floating-point and pre-OpenGL 2.0 fixed point pipelines can coexist without 
breaking compatibility. 
 
As of DirectX 9, Direct3D provides floating-point texture formats. 

EXT_blend_equation_separate 
The EXT_blend_equation_separate extension completes the generalization of the 
blending state to be separately programmable for RGB and alpha components. The 
EXT_blend_func_separate functionality, now part of core OpenGL as of version 1.4, 
provided separate RGB and alpha blend function state, but provided only a single blend 
equation to apply both the RGB and alpha. 
 
As of DirectX 9, Direct3D provides support for a separate RGB and alpha blend 
equation. 

EXT_pixel_buffer_object 
The EXT_pixel_buffer_object extension provides efficient pixel data transfers in a 
manner entirely consistent with the ARB_vertex_buffer_object extension made part of 
the OpenGL core as of OpenGL 1.5. Pixel processing operations such as glDrawPixels, 
glReadPixels, and glTexImage2D can be made more efficient by accessing memory 
from within a pixel buffer object, similar to a vertex buffer object. Pixel buffer objects, 
like vertex buffer objects, allows the driver to exploit high-bandwidth memory mapping 
such as provided by AGP memory or memory resident on the graphics card. 
Additionally, transfers can be made asynchronous to the OpenGL command stream. 
 
This is important and straightforward functionality for improving the bandwidth of 
OpenGL’s pixel operations.  Numerous graphics researchers and other developers have 
voiced complaints about the relative slowness of OpenGL pixel operations, particularly 
framebuffer pixel reads. 
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EXT_texture_mirror_clamp 
The EXT_texture_mirror_clamp extension completes the matrix of wrap modes started 
by the various clamp modes (GL_CLAMP, GL_CLAMP_TO_EDGE, and 
GL_CLAMP_TO_BORDER) and the mirrored mode (GL_MIRRORED_REPEAT). The 
ATI_texture_mirror_once initiated the combining of the clamp and mirrored modes by 
combining the mirrored mode with the clamp and clamp to edge modes. These modes are 
useful for symmetric textures such as spotlight patterns or a windowed sinc function 
where it is desirable to exploit the symmetry for reduced texture storage and improved 
texture access cache coherency. 
 
The EXT_texture_mirror_clamp extension adds one additional wrap mode combining 
mirrored and clamp to border. This is actually the most interesting of the “mirror once” 
modes because outside the texture coordinate [-1,+1] domain, texture accesses are 
clamped to 100% of the border color rather than the edge color or a combination of the 
border color and edge color. This is important when using “mirror once” mode with 
mipmapped textures where you don’t want “edge bleeding” far outside the [-1,+1] range 
in extreme minification circumstances. 

SUN_slice_accum 
As it exists today in unextended OpenGL 1.5, the accumulation buffer, despite its extra 
precision, is not capable of alpha compositing operations. The SUN_slice_accum 
extension adds a new accumulation buffer mode (GL_SLICE_ACCUM_SUN) consistent with 
high-precision alpha compositing. Further discussion with Jack Middleton (the 
SUN_slice_accum author) and Brian Paul has led to a more general proposal called 
ARB_accum_composite that adds a few more compositing accumulation buffer 
operations. These additional operations provide “over” and “under” compositing 
operations assuming either pre-multiplied alpha or non-pre-multiplied alpha framebuffer 
images. 
 
The five ARB_accum_composite operations are GL_SLICE_ACCUM_ARB, GL_OVER_ARB, 
GL_UNDER_ARB, GL_PREMULT_OVER_ARB, and GL_PREMULT_UNDER_ARB. 
 
The functionality addresses the need of “render preview” applications (or any other 
application that requires compositing such as video editing) to easily merge multiple 
images based on alpha information with improved fidelity due to the high precision of the 
accumulation buffer and benefit from hardware acceleration. 
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